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Motivation

Å High complexity in parallel and distributed systems

ÁFour layers

ÁApplication

ïAlgorithm, data structures

ÁParallel programming interface / Middle ware

ïCompiler, parallel libraries, communication, 

synchronization 

ÁOperating system

ïProcess and memory management, IO

ÁHardware

ïCPU, memory, network

ÅMapping/interaction between different layers



14.Jan 2009 JSC 4

Performance Properties

of Parallel Programs

Å Factors which influence performance of parallel programs

ÁñSequentialò factors 

ÁComputation

ÁCache and memory

ÁInput / output

ÁñParallelò factors

ÁCommunication (Message passing)

ÁThreading

ÁSynchronization

ĔChoose right algorithm, use optimizing compiler

ĔTough!  Not many tools yet, hope compiler gets it right

ĔNot given enough attention

ĔMore or less understood, tool support
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Å Insertion of extra code (probes, hooks)

into application 

Performance Measurement Cycle

Instrumentation

Å Transformation of the results into a

representation that can  be easily

understood by a human user

Presentation

Measurement Å Collection of data relevant to

performance analysis

Å Elimination of performance problemsOptimization

Å Calculation of metrics,  identification of  

performance problems 
Analysis
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Performance Measurement Techniques

Å Two dimensions

ÁWhen performance measurement is triggered

ÁSampling ::= external trigger (asynchronous)

ïBy timer interrupt / hardware counters overflow

ïCan measure unmodified executables; low overhead

ÁDirect Measurement ::= internal trigger (synchronous)

ïRequires code instrumentation:

» Automatic/manual, source code/binary, static/dynamic

ÁHow performance data is recorded

ÁProfile ::= Run time summation of events over time 

ïFor specific program objects (functions, call sites, loops, é)

ïData for specific event instances lost; can handle long runs

ÁTrace file ::= Sequence of events over time

ïMeasurement of dynamic behavior; files can get huge
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Definitions:  Profiling

Å Recording of summary information

ÁExecution time

Á#calls

Á#FLOPS ...

about program entities

ÁFunctions

ÁLoops

ÁBasic blocks ...

Å Very good for quick, low cost overview

Å Helps to expose potential bottlenecks / hotspots

Å Implemented through sampling or instrumentation
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Definitions:  Tracing

Å Recording information about significant points (events)

during execution of the program

ÁEntering or leaving a code region (function, loop, ...)

ÁSending or receiving a message, ...

Å Save information in event record

ÁTimestamp

ÁCpu id, thread id

ÁEvent type

ÁPlus event specific information

Å Event trace := sequence of event records sorted by time

Å Can be used to reconstruct the dynamic behavior
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Tracing: Instrumentation, Monitoring, Trace

void master {

...

send(B, tag, buf);

...

}

Process A:

void slave {

...

recv(A, tag, buf);

...

}

Process B:

void slave {

...

recv(A, tag, buf);

...

}

void master {

...

send(B, tag, buf);

...

}
MONITOR

58 A ENTER 1

60 B ENTER 2

62 A SEND B

64 A EXIT 1

68 B RECV A

...

69 B EXIT 2

...

1 master

2 slave

3 ...
trace(ENTER, 1);

trace(SEND, B);

trace(EXIT, 1);

trace(ENTER, 2);

trace(RECV, A);

trace(EXIT, 2);
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Tracing: Time-line visualization

1 master

2 slave

3 ...

58 A ENTER 1

60 B ENTER 2

62 A SEND B

64 A EXIT 1

68 B RECV A

...

69 B EXIT 2

...

main

master

slave

58 60 62 64 66 68 70

B

A
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PMPI: The MPI Profiling Interface

Å Every MPI function has two names:  MPI_xxx and PMPI_xxx

Å This allows selective replacement of MPI routines at link time

no re-compilation necessary

Å Also called:  wrapper function library

Å Used by basically every MPI performance tools

ÁVampirtrace, MPICH MPE, EPILOG, TAU, é

User Program

Call MPI_Bcast

Call MPI_Send

MPI Library

MPI_Bcast

PMPI_Send

MPI_Send

MPI Library

MPI_Bcast

PMPI_Send

MPI_Send

Wrapper Library

MPI_Send
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Practical Performance Analysis and Tuning

Å Successful tuning is combination of

ÁRight algorithm and libraries

ÁCompiler flags and pragmas / directives

(Learn and use them)

ÁTHINKING

ÅMeasurement is better than reasoning / intuition (= guessing)

ÁTo determine performance problems

ÁTo validate tuning decisions / optimizations

(after each step!)
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Practical Performance Analysis and Tuning

Å It is easier to optimize a slow correct program

than to debug a fast incorrect one

Ĕ Debugging before Tuning

Ĕ Nobody really cares how fast you can compute

the wrong answer

Å The 80/20 rule

Á Program spends 80% time in 20% of code

Á Programmer spends 20% effort to get 80% of the total

speedup possible in the code

Ĕ Know when to stop!

ÅDonôt optimize what doesnôt matter

Ĕ Make the common case fast
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Typical Performance Analysis Procedure

1. Do I have a performance problem at all?

Á Time / hardware counter measurements

Á Speedup and scalability measurements

2. What is the main bottleneck (calculation/communication...) ?

Á Flat profiling (sampling / prof)

3. Where is the main bottleneck?

Á Call graph profiling (gprof)

Á Detailed (basic block) profiling

4. Where is the bottleneck exactly and why is it there?

Á Trace selected parts to keep trace files manageable

5. Does my code have scalability problems?

Á Profile code for typical small and large processor count

Á Compare profiles function-by-function
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General Tool Observations

Å Many tools known from traditional cluster environments

fail when used with 1000s of processes

Å Tool developers get access to new machines / architectures

at same time as application developers

ÁTools not available when most needed

Å Shrinking development + install cycles of machines/architectures

ÁFaster than applications / users / tool developers can cope with

Å Users still think tools need to be

ÁAlways simple (even on large and extremely complex systems)

ÁAlways fast (even on large and extremely complex systems)
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No Single Solution is Sufficient!

ĔCombination of methods, techniques and tools needed 

Á Instrumentation

ÁSource code / binary,  static / dynamic, manual / automatic

ÁMeasurement

ÁInternal / external trigger, profiling / tracing

ÁAnalysis

ÁStatistics, Visualization, Automatic, Data mining, é

Ĕ Complex tasks are better tackled by a team of experts
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Parallel Debugger

Å UNIX Symbolic Debugger

for C, C++, f77, f90, PGI HPF, assembler programs

Å ĂStandardò debugger

Å Special, non-traditional features

ÁMulti-process and multi-threaded

Á1D + 2D Array Data visualization

ÁSupport for parallel debugging 

ÁMPI (Vendor+MPICH: automatic attach, message queues)

ÁOpenMP (Vendor, PGI, KAI)

Ápthreads (AIX, IRIX)

ÁSupport for batch debugging (tvscript)

ÁSubset attach for large machines

Å http://www.totalviewtech.com
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TotalView Process Window

Toolbar for

common

options

Local

variables

for

selected

Stack frame

Source code

window

Break

points

Active

threads

Stack

trace
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Totalview:  Non-standard Features

ÅMessage 

queue 

graph

Å Data visualizationÅ Call graph
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DDT Parallel Debugger

Å UNIX Graphical Debugger for C, C++, f77, f90 programs

ÅModern, easy-to-use debugger

Å Special, non-traditional features

ÁMulti-process and multi-threaded

Á1D + 2D Array Data visualization

ÁSupport for MPI parallel debugging

(Vendor+MPICH: automatic attach, message queues)

ÁSupport for OpenMP (Version 2.x and later)

ÁJob submission from within debugger

Å http://www.allinea.com
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DDT Main Window

¬Menu bar
Process controls
®Process group

window
¯File window
°Code window
±Variable window
²Evaluate window
³Output window
´Status bar
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DDT:  Non-standard Features

ÅMulti-

Dimensional 

Array Viewer

ÅMemory Usage

ÅMessage 

queue 

graph
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Scalable Profiling Approaches

ÅMPI profiling with summarization at end of run (using MPI)

ÁmpiP  [LLNL et al:  http://mpip.sourceforge.net]

Ásingle output file

Ádata for all ranks

ÁFPMPI-2  [ANL:  http://www.mcs.anl.gov/fpmpi/]

Áspecial: Optionally identifies synchronization time

Ásingle output file

Ácount, sum, avg, min, max over ranks

ÁIBM HPCT   [IBM ACTC]

Áfour output files

Árank 0 + ranks with min/median/max MPI time
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Scalable Profiling Approaches II

Å User and MPI profiling

ÁTAU  [UO:  http://tau.uoregon.edu/]

ÁSequential summarization at analysis time

ÁScalable (3D) result displays

ÁFunction, call path, or phase profiling

ÁMultiple metrics (time, HW counter, memory, é)

ÁScalasca  [JSC:  http://www.scalasca.org]

Ásummarization at end of run (using MPI)

Ásingle (but 3dim) output file (metric/call path/thread)

Ácall path profiling + scalable 3D metrics browser

Ámultiple metrics (time, HW counter, msg count+bytes)
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MPI Profiling: mpiP

Å Scalable, light-weight MPI profiling library

ÅGenerates detailed text summary of MPI behavior

ÁTime spent at each MPI function callsite

ÁBytes sent by each MPI function callsite (where applicable)

ÁMPI I/O statistics

ÁConfigurable traceback depth for function callsites

ÅOutput: ASCII text report file (optional: mpiPview GUI)

Å http://mpip.sourceforge.net/

Å Largest reported run: 64K on LLNL BG/L with PRESTA
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mpiP Text Output Example

@ mpiP
@ Version: 3.1.1
// 10 lines of mpiP and experiment configuration options
// 8192 lines of task assignment to BlueGene topology information

@--- MPI Time (seconds) -------------------------------------------
Task    AppTime MPITime MPI%

0       37.7       25.2    66.89
// ...
8191       37.6         26    69.21

*   3.09e+05   2.04e+05    65.88

@--- Callsites : 26 ------------------------------------------------
ID Lev File/Address     Line Parent_Funct MPI_Call

1   0 coarsen.c 542 hypre_StructCoarsen Waitall
// 25 similiar lines

@--- Aggregate Time (top twenty, descending, milliseconds) --------
Call                 Site       Time    App%    MPI%     COV
Waitall 21   1.03e+08   33.27   50.49    0.11
Waitall 1   2.88e+07    9.34   14.17    0.26
// 18 similiar lines
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mpiP Text Output Example (cont.)

@--- Aggregate Sent Message Size (top twenty, descending, bytes) --
Call                 Site      Count      Total       Avrg Sent%
Isend 11  845594460   7.71e+11        912  59.92
Allreduce 10      49152   3.93e+05          8   0.00
// 6 similiar lines

@--- Callsite Time statistics (all, milliseconds): 212992 ---------
Name       Site Rank     Count    Max   Mean      Min   App%   MPI%
Waitall 21    0    111096    275    0.1 0.000707  29.61  44.27
//  ...
Waitall 21 8191     65799    882   0.24 0.000707  41.98  60.66
Waitall 21    * 577806664    882  0.178 0.000703  33.27  50.49
// 213,042 similiar lines

@--- Callsite Message Sent statistics (all, sent bytes) -----------
Name       Site Rank     Count       Max      Mean   Min        Sum
Isend 11    0     72917 2.621e+05     851.1     8  6.206e+07
//...
Isend 11 8191     46651 2.621e+05      1029     8  4.801e+07
Isend 11    * 845594460 2.621e+05     911.5     8  7.708e+11
// 65,550 similiar lines
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MPI Profiling: FPMPI-2

Å Scalable, light-weight MPI profiling library with special features

Å 1st special: Distinguishes between messages of different sizes within 

32 message bins (essentially powers of two)

Å 2nd special: Optionally identifies synchronization time

ÁOn synchronizing collective calls

ÁSeparates waiting time from collective operation time

ÁOn blocking sends

ÁDetermines the time until the matching receive is posted

ÁOn blocking receives

ÁDetermines time the receive waits until the message arrives

ÁAll implemented with MPI calls 

ÁPro: Completely portably

ÁCon: Adds overhead (e.g., MPI_SendĔMPI_Issend/Test)

Å http://www.mcs.anl.gov/fpmpi/
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FMPI2 Output Example

MPI Routine Statistics (FPMPI2 Version 2.1e)
Processes:      8192
Execute time:   52.77
Timing Stats: [seconds] [min/max]          [min rank/max rank]

wall - clock: 52.77 sec 52.770000 / 52.770000     0 / 0
user: 52.79 sec 52.794567 / 54.434833   672 / 0

sys: 0 sec      0.000000 / 0.000000      0 / 0

Average of sums over all processes
Routine          Calls      Time Msg Length   %Time by message length

0.........1........1....
K        M

MPI_Allgather :      1  0.000242          4 0*00000000000000000000000
MPI_Allgatherv :      1   0.00239         28 0000*00000000000000000000
MPI_Allreduce :     12  0.000252         96 00*0000000000000000000000
MPI_Reduce :      2     0.105          8 0*00000000000000000000000
MPI_Isend : 233568      1.84   2.45e+08 01.....1112111...00000000
MPI_Irecv : 233568     0.313   2.45e+08 02...111112......00000000
MPI_Waitall :  89684      23.7
MPI_Barrier :      1  0.000252
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FMPI2 Output Example (cont.)

Details for each MPI routine
% by message length

(max over          0.........1........1é...
processes [rank])           K        M

MPI_Isend :
Calls     :     233568       436014 [3600] 02...111122......0000000
Time      :       1.84         2.65 [3600] 01.....1112111...0000000
Data Sent :   2.45e+08    411628760 [3600]
By bin    : 1 - 4          [13153,116118] [   0.0295,    0.234]

: 5 - 8               [2590,28914]    [  0.00689,   0.0664]
// ...

: 131073 - 262144    [8,20]  [   0.0162,   0.0357]
Partners  :        245 max 599(at 2312) min 47(at 1023)

MPI_Waitall :
Calls     :      89684
Time      :       23.7
SyncTime :       6.07

// Similar details for other MPI routines
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mp_profiler MPI Profiling Libraries

Å Part of IBM High Performance Computing Toolkit

Å PMPI wrapper library to collect runtime profiles

Á#calls and total time spent per MPI routine

ÁMessage size distributions for communication routines

Å Text and XML output

Å Very flexible configuration via

Áenvironment variables

ÁC configuration function interface (for experts)

Å By default

Áfour output files

Árank 0 + ranks with min/median/max MPI time
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MP-Profiler:  mpitrace output (rank 0)

elapsed time from clock - cycles using freq = 700.0 MHz

------------------------------------------------------------
MPI Routine              #calls     avg. bytes    time(sec)
------------------------------------------------------------
MPI_Comm_size 31696            0.0    0.009
MPI_Comm_rank 36391            0.0    0.006
MPI_Isend 125475          585.9     0.789
MPI_Irecv 125242          681.9      0.136
MPI_Waitall 121060            0.0    33.116
MPI_Barrier 1            0.0    0.000
MPI_Allgather 1            4.0    0.000
MPI_Allgatherv 1           28.0    0.002
MPI_Allreduce 12            8.0    2.591
------------------------------------------------------------
total communication time = 36.650 seconds.
total elapsed time       = 49.904 seconds .
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MP-Profiler:  mpitrace output (rank 0, cont.)

------------------------------------------------------------
Message size distributions:
MPI_Isend #calls    avg. bytes     time(sec )

26279           4.0      0.054
7582           8.0     0.018

// ...
5      262144.0     0.004

// Similar details for other MPI routines

------------------------------------------------------------
Communication summary for all tasks:

minimum communication time = 27.538 sec for task 3600
median  communication time = 32.563 sec for task 4027
maximum communication time = 37.557 sec for task 63

MPI tasks sorted by communication time:
taskid xcoord ycoord zcoord procid total_comm (sec)

3600      16       0      14       0        27.538
// ...

63      31       1       0       0        37.557
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ñSwiss Army Knifeò

of Performance Analysis : TAU

Å Very portable tool set for instrumentation, measurement

and analysis of parallel multi-threaded applications

Å Instrumentation API supports choice

Ábetween profiling and tracing

Áof metrics (i.e., time, HW Counter (PAPI))

Å Uses Program Database Toolkit (PDT) for

C, C++, Fortran source code instrumentation

Å Supports

ÁLanguages: C, C++, Fortran 77/90, HPF, HPC++, Java, Python

ÁThreads: pthreads, Tulip, SMARTS, Java, Win32, OpenMP

ÁSystems: same as KOJAK + Windows + MacOS + é

Å http://tau.uoregon.edu/
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TAU Performance System Components

TAU Architecture Program Analysis

Parallel Profile Analysis 
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